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Proposed Revision of the Resource Adequacy Standard[footnoteRef:1] [1:  The current standard was adopted by the Northwest Power and Conservation Council on April 18, 2008 (Council document number 2008-07) and can be found at http://www.nwcouncil.org/library/2008/2008-07.pdf. ] 


Summary

The Northwest Resource Adequacy Forum is contemplating a revision to its adequacy standard (adopted by the Council in 2008).  After three years of implementation and a peer review of the methodology, the Forum is considering several options to improve the standard.  

Several terms used quite often in the discussion below are defined here to ensure that readers clearly understand what is being proposed.  Those terms are:
· Metric – a quantity that can be measured, such as loss-of-load probability or expected unserved energy.
· Measure – a value for a metric. 
· Threshold – a limiting value for a metric, for example, a metric with a value greater than a certain threshold would indicate an inadequate resource supply.
· Adequacy Level – this refers to providing a specific amount or level of adequacy, for example, changing the 5% threshold for the LOLP metric would change the level of adequacy provided. 

Options being considered by the Forum are listed below and are described in more detail later in this document.  Informal queries of Forum members regarding potential changes to the standard indicate a consensus for providing more information but are split on whether to change the metric or the adequacy level.  Options include:  

1. No change to the standard 
2. No change to the adequacy level but: 
a. Add a metric to measure the size of potential problems.
b. Add a metric to measure the use of emergency resources or actions.  
3. Same as option 2 but:
a. Replace LOLP with a different metric. 
b. Threshold for the replacement metric must ensure, to the extent possible, the same level of adequacy as in options 1 and 2.  
4. Change the adequacy level to better reflect tolerance for emergency actions
a. Define an adequate supply as one in which the likelihood of emergency actions is within acceptable levels
b. Change the LOLP threshold according to provision a) above 
c. Add a metric to measure the size of potential problems.  




Background

The Resource Adequacy Standard serves as a gauge to assess whether the Northwest electricity supply is sufficient to meet the region’s needs now and in the future.  It provides a minimum threshold that serves as an early warning should resource development fall dangerously short.  It does not mandate compliance or imply any enforcement mechanisms.  It does not directly apply to individual utilities – because every utility’s circumstances differ. What it is intended to do, is to initiate a discussion among regional planners, should the assessment indicate that resource development is seriously lagging.  

The current standard has been in use since 2008. Every year since then, the adequacy assessment has shown the Northwest’s power supply to be adequate.  However, the most recently published assessment[footnoteRef:2] warned that our summer electricity needs are growing rapidly and that increasing amounts of variable generation (wind) are adding to the complexity of system operation. [2:  The latest published assessment can be found in Chapter 14 of the Council’s Sixth Power Plan, at http://www.nwcouncil.org/energy/powerplan/6/final/SixthPowerPlan_Ch14.pdf. ] 


Since its inception, the adequacy assessment has sparked a debate about what it really measures and how it relates to individual utility planning.  Regional planners pointed out an apparent discrepancy between the resource strategy in the Council’s 6th power plan and the Council’s 2010 adequacy assessment.  The assessment indicated that the power supply would continue to be adequate at least through 2015, yet the resource strategy encouraged aggressive acquisition of conservation and other resources beyond the adequacy threshold.  The answer is that the apparent discrepancy is meaningless because an adequacy assessment does not equate to a resource needs assessment.  The latter involves much more than simply “keeping the lights on.”  While an adequacy assessment indicates the likelihood of curtailment, cost notwithstanding, a resource needs assessment takes economic, political and environmental effects into consideration.      

Nonetheless, it became clear to Forum members that the current standard was not as useful to planners as originally believed. Thus, the Forum initiated a peer review of the methodology used to develop the standard.  That review was completed in May of 2011 and recommended that the standard be modified to include a measure of the size of potential problems.  It also implied that a secondary measure also be assessed, one that would reflect “operator stress level” related to the likelihood of having to take emergency actions.  The secondary measure would quantify how often contingency resources are likely to be dispatched.  When that likelihood exceeds an acceptable level, utilities are more likely to consider acquiring new resources, regardless of the calculated LOLP value.  This secondary measure (currently referred to as the contingency resource usage probability or CRUP) is a better indicator of resource need than the current adequacy assessment.   



Metrics used for Adequacy Assessment

Before discussing ways in which the Northwest adequacy standard could be amended, it is important to define metrics that can be used to assess adequacy.  These metrics (listed below) measure different aspects of a power supply’s ability to serve load and each can be used to define a level of adequacy.  The first three metrics are the most commonly used. The CVaR metric originated from the business/economic sector but can be adapted for adequacy assessments. The CRUP is a newly created metric based on recommendations from the methodology review.  

· Loss of load probability (LOLP)
· Loss of load expectation (LOLE)
· Expected Unserved Energy (EUE)
· Conditional Value at Risk (CVaR) 
· Contingency Resource Usage Probability (CRUP)

All of the above measures are related and can be calculated for any particular power supply.  We could choose any of the above metrics for our adequacy standard. The goal is to choose one that provides the best information and is of most help to resource planners.  We need to be cautious because while these metrics are dependent to each other, they may not be related in a linear fashion.  It is possible, for example, for two separate power supplies to each have a 5 percent LOLP but different CVaR values.  The metrics listed above are briefly defined below.

Loss of Load Probability (percent)

Loss of Load Probability (LOLP) and its cousin, Loss of Load Expectation (LOLE), are the most commonly used adequacy metrics in the United States.  The Forum defines LOLP as the probability of failure to meet load at least once over the period being assessed.  If the period being assessed is a year, then a 5 percent LOLP means there is a 5 percent chance of having at least one shortfall during that year[footnoteRef:3].  In Monte Carlo modeling terms, LOLP is defined as the number of simulations (or games) in which at least one shortfall event occurs divided by the total number of simulations.  LOLP does not incorporate the size of curtailment.   [3:  The current NW adequacy standard assesses winter and summer adequacy separately, meaning that both a winter and a summer LOLP will be assessed. ] 


Loss of Load Expectation (days/year)

Some Forum members have criticized the use of the LOLP metric because it does not count multiple events per year, which leads us to the definition of loss of load expectation.  Loss of Load Expectation (LOLE) is generically defined as the expected number of shortfall events per period of time. For most US regions, utilities are concerned with single-hour peak shortfalls.  Thus, they would likely count the number of days in which a shortfall occurs divided by the total number of years they examined. A commonly used threshold for adequacy is 1 day in 10 years. This means that over a ten year period, they would expect only one day in which a shortfall would occur.  

For a Monte Carlo simulation, a system that exactly satisfies the threshold of 1 day in 10 years would show shortfalls in 100 days out of a 1000 simulations of a 10-year period.  Because some utilities are now reducing their study horizons to a single year, they equate a 1 day in 10 year threshold to a 0.1 day per year or 2.4 hours per year threshold.  This metric captures the potential for multiple shortfalls per year but like the LOLP does not incorporate size of curtailment.  

Expected Unserved Load (megawatt-hours)

Expected Unserved Energy (EUE) is typically synonymous with Expected Energy Not Served (EENS) and is measured in megawatt-hours.  It is most commonly defined as the expected amount of unserved energy per year.  In a Monte Carlo simulation, it is calculated by summing up all unserved energy over each hour of the year and dividing by the number of years simulated.  It can also be defined as the expected amount of unserved energy per hour.  In either case, a normalized version is often calculated, which divides the EUE in megawatt-hours by the expected load yielding an expected percent of unserved energy.  This metric provides a sense for the size of the problem but does not convey any information regarding the probability.     

Conditional Value at Risk (megawatt-hours)

One way to capture both the size and the likelihood of potential problems is to calculate the expected unserved energy (like the EUE) but only for the worst cases (based on a Monte Carlo simulation).  This particular metric is referred to as the Conditional Value at Risk and measures the expected size of curtailment for the worst simulated cases.  The number of “worst” cases to count is variable but 5 percent is commonly used.  In that case, the metric would be labeled CVaR95.  

This metric can be assessed for both energy and peak analyses.  For example, the peak CVaR95 metric is defined as the expected single-hour peak curtailment for the 5 percent worst cases.  It is calculated by adding up the single-hour peak curtailment from each of the worst cases and dividing by the number of simulations in the worst cases.   

The energy CVaR95 metric can be calculated in at least two ways.  The most conventional way to calculate it is to add up the total curtailed energy (in megawatt hours) over the entire year for the 5 percent worst (highest curtailment) years and then dividing by the number of simulations in the 5 percent worst cases.  A second way to assess the energy CVaR95 metric is to examine only the highest magnitude event per year (an event begins with a curtailment and ends when the curtailment goes away). In this case, the simulations are sorted by the highest magnitude event during the year.  This version of the energy CVaR95 metric is then calculated by adding up the magnitudes (in megawatt hours) of the 5 percent worst events (in separate simulations) and dividing by the total number of simulations in the worst 5 percent of the cases.  This second approach to calculating energy CVaR95 represents the expected size of the 5 percent worst curtailment events and may be more helpful to planners, in terms of developing solutions.  

It should also be noted that CVaR metrics have nice mathematical characteristics, which would allow planners to incorporate adequacy standards more directly into their integrated planning tools.  For the Council, the CVaR95 metric and threshold could conceivably be incorporated directly into the Regional Portfolio Model, thus ensuring that adequacy will be considered explicitly during the development of resource strategies.     

Contingency Resource Usage Probability (percent)

The Contingency Resource Usage Probability (CRUP) is simply the probability that emergency resources will be dispatched over the time period being examined.  It is calculated by dividing the number of games in which a contingency resource was dispatched by the total number of simulations.  CRUP can also be calculated separately by month or by season, if that becomes important for utilities with seasonally varying resources (such as hydro).  

The CRUP value for key emergency resources can be calculated and provided as additional information when assessing the adequacy of the power supply.  This information may show that, even in cases when the power supply is deemed to be adequate (i.e. LOLP less than 5 percent), the use of emergency resources may be higher than operators are willing to accept.  Such situations are likely to lead resource planners to consider adding more supply to the power system.  In this perspective, the CRUP becomes an indicator of operator “stress.”  It may even be considered as a surrogate for an “economic” threshold since excessive use of contingency resources is presumably more costly in the long run than building new resources.  

Setting the threshold for CRUP will be left to utility operators who have firsthand experience with implementing emergency actions.  For example, a utility may have the option to dispatch a hospital backup generator but may not want to exercise that option more than once every ten years. Thus, the CRUP threshold for that utility would be 10 percent.  If its CRUP value grows higher than 10 percent, it means that its power supply, while potentially physically adequate, may not be economical for that utility.   

Viable Options for a New Standard   

In a way, the Forum has a simple decision to make. The general consensus seems to be that adding more information to the adequacy standard is a good thing. The real question for the Forum is whether the adequacy level, defined by the standard, should change.  

Keeping this in mind, it appears that options 2 or 4 (briefly described in the summary section) are the only viable options for the Forum.  Option 1 (no change) should not be considered. Option 3, which keeps the same adequacy level but changes the metric, is really a lot of work for nothing.  There seems to be no benefit to debating a change in the metric when, in the end, the adequacy level will essentially stay the same – and alternative metrics will be measured anyway.   

Thus, we are left with options 2 and 4.  Option 2 keeps LOLP as the metric of choice and maintains the 5 percent threshold.  It sets a 5 percent LOLP limit for winter energy, winter capacity and summer capacity.  (The technical committee has already suggested adding a limit for summer energy LOLP, thus making 4 values to calculate).  However, the peer review reported that there should be no need to assess seasonal LOLP separately. It suggested analyzing every month and calculating a single LOLP for energy and a single LOLP for capacity.  When the LOLP for either energy or capacity exceeds the 5 percent threshold, both the timing (month) and magnitude of the largest curtailment event can be extracted from the analysis. Taking actions to eliminate the largest event (i.e. reducing the LOLP to a value less than 5 percent) will also likely eliminate smaller curtailment events. 

Whether the Forum decides to keep the seasonal assessment or to move to an annual assessment, this option continues to portray the standard as an “early warning system.”  But it does recommend adding a CVaR95 metric to measure the size of any potential energy and capacity problems. It also recommends adding a metric to measure the use of contingency resources.  Both additions should prove to be very useful to utility planners. 
 
Adopting option 4 would change the adequacy level defined by the standard.  The suggestion is to pre-define (based on operator experience or contractual limitations) a maximum allowable dispatch percentage for a key contingency resource.  This sets a threshold for the CRUP metric, which can then be used as a replacement for LOLP or can be used to redefine the LOLP threshold. In the latter alternative, the new LOLP threshold would be based on a power supply that just satisfies the CRUP limit.  In other words, if the CRUP threshold were 10 percent, analysts would “build” a power supply that just meets that limit and then use that supply to determine the resulting LOLP values. Those values would become the new LOLP thresholds that define an adequate supply. The former alternative would simply replace the LOLP metric and 5 percent threshold with the CRUP metric and its threshold.  This option also suggests adding a metric to measure the potential size of energy and capacity problems (i.e. CVaR95). 

Adopting this option changes the nature of the adequacy standard.  It will no longer be simply an “early warning system” but instead will become a means to identify systems that are likely to be uneconomical for the region.  When the CRUP threshold is exceeded, it means that a key contingency resource is being dispatched more often than the region (or utility) would like it to be.  While in the short term, this might keep the lights on, in the long term, continuing to rely too heavily on a contingency resource will likely be more expensive than adding new resources.  

The advantage of this option is that its results are likely to line up better with regional (or utility) resource needs assessment analyses.  It should be noted, however, that even if this alternative is chosen, it should still not be considered a substitute for more detailed integrated resource planning tools.  

Translating to Deterministic Metrics

The current standard defines how the 5 percent LOLP threshold can be translated into deterministic thresholds for energy and capacity.  These deterministic thresholds can then be used as a quick way to assess the adequacy of a power supply.  The deterministic thresholds are tied directly to a power supply with a 5 percent LOLP and would have to be recalibrated any time a change occurs in loads or resources.  

For the deterministic energy threshold, a power supply that just barely meets the 5 percent energy LOLP threshold is used to calculate the annual load/resource balance.  On the resource side of that calculation, specific assumptions are made about non-firm resources, namely non-firm hydro, NW independent power producers and the SW spot market.  For the deterministic capacity threshold, the average sustained-peak surplus capability is calculated for both winter and summer periods. Similar assumptions regarding non-firm resources are made in this calculation.

Because of the difficulty in calibrating the deterministic thresholds and also because of the potential for misinterpretation and misuse, the suggestion is to not include deterministic metrics as part of the adequacy standard.  Rather, the standard can note that these metrics, while not a part of the official standard, can still be calculated and used for communication with other regions that continue to use such measures.        

Other Considerations   

There are obviously other options for a new standard along with other summary statistics that can inform utility planners.  For example, the probability of dispatch for contingency resources (CRUP) and the probability for curtailment (LOLP) can be illustrated on a monthly basis instead of on a seasonal or annual basis.  This type of chart would help highlight those periods of the year when problems are more likely to occur.  The danger of such an illustration is that chronological dependencies (i.e. month-to-month) are lost.  Nonetheless, it should still provide a much richer set of data to planners than just simply an annual LOLP or CRUP value.  This type of data would not have to be a part of the official standard. But, generating such a chart might satisfy those who argue for separate winter and summer adequacy limits and assessments.  Separate capacity and energy adequacy metrics, however, will still be required.      

It should also be noted that the potential adequacy metrics defined above are all related mathematically.  The Forum could decide to use any of the metrics (and appropriate thresholds) to define an adequate supply for the Northwest.  However, the relationship among these metrics is not likely linear.  Thus, one particular metric cannot be “calibrated” to another.  The recommendation is for the Forum to choose one metric (and associated threshold) to define an adequate supply. Other metrics can be assessed but they will not be the measure by which adequacy is determined.  

In addition, it may still be necessary to incorporate a “noise” band in calculating the adequacy metric values (whether LOLP, CRUP or other).  This would be used to eliminate insignificant events and to account for system capabilities not modeled in Genesys.  


Appendix A – Peer Review of the NW Adequacy Methodology


[bookmark: Tagg]________________________________________

q:\jf\ra forum\new std\new adequacy std v4.docx
1

image1.jpeg




